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Abstract: The direct porting of the Range Migration Algorithm to GPUs for three-
dimensional (3D) cylindrical synthetic aperture radar (CSAR) imaging faces difficulties in
achieving real-time performance while the architecture and programming models of GPUs
significantly differ from CPUs. This paper proposes a GPU-optimized implementation for
accelerating CSAR imaging. The proposed method first exploits the concentric-square-grid
(CSG) interpolation to reduce the computational complexity for reconstructing a uniform
2D wave-number domain. Although the CSG method transforms the 2D traversal interpo-
lation into two independent 1D interpolations, the interval search to determine the position
intervals for interpolation results in a substantial computational burden. Therefore, binary
search is applied to avoid traditional point-to-point matching for efficiency improvement.
Additionally, leveraging the partition independence of the grid distribution of CSG, the
360° data are divided into four streams along the diagonal for parallel processing. Further-
more, high-speed shared memory is utilized instead of high-latency global memory in the
Hadamard product for the phase compensation stage. The experimental results demon-
strate that the proposed method achieves CSAR imaging on a 1440 x 100 x 128 dataset
in 0.794 s, with an acceleration ratio of 35.09 compared to the CPU implementation and
5.97 compared to the conventional GPU implementation.

Keywords: range migration algorithm (RMA); graphics processing unit (GPU); cylindrical
synthetic aperture radar (CSAR); concentric-square-grid (CSG) interpolation

1. Introduction

Cylindrical synthetic aperture radar (CSAR), a variant of SAR technology that allows for
360° omnidirectional detection to eliminate blind zones, is widely used in security and non-
destructive inspection fields [1-4]. CSAR can obtain high-resolution three-dimensional (3D)
images of the target for detection. However, the execution of the CSAR imaging system on
Central Processing Unit (CPU) platforms faces difficult challenges in real-time imaging [5,6].

As shown in Figure 1, Graphics Processing Units (GPUs) with powerful parallel com-
puting capabilities have emerged as powerful accelerators for computationally intensive
tasks in SAR imaging [7,8]. Plenty of studies have explored GPU-accelerated strategies to
address real-time imaging problems [9-16]. Wu [10] proposed a scheme to accelerate the
Back-Projection Algorithm (BPA) by leveraging the combination of CPU and GPU platforms.
At an image scale of 4 km x 4 km, this approach achieved a speedup of 163.96 times com-
pared to the CPU-only implementation. Yang [11] proposed a parallel computing method
for Range-Doppler and Map Drift algorithms through unifying memory management,
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shared memory, and cuFFT configuration. For 2048 x 2048 data, the proposed method
realized imaging in 135 milliseconds based on an embedded GPU platform, achieving a
speedup of 39.78 times over the CPU-based approach. Li [12] proposed an efficient BPA
based on time-shifted upsampling-improved cubic spline interpolation, which was acceler-
ated on GPUs using shared memory and 2D thread. The proposed method demonstrated a
performance improvement of 1.79 times compared to the approach utilizing 1D threads
and global memory. Tan [13] proposed a combined GPU and OpenMp-based approach
to greatly accelerate ground-based SAR real-time imaging through host stream, blocking
stream, and non-blocking stream multi-stream processing. The proposed method achieved
imaging in 0.637 s for 260 x 15360 data, which was 22.8 times faster than conventional
imaging. Ren Z. [15] proposed a GPU-based extended two-step approach for full-aperture
SAR data processing, consisting of data division and the stream technique. The proposed
method processed 32768 x 4996 SAR data in 45.78 s and achieved more than 18.75 times
faster than CPU processing. Ding L. [16] proposed a hybrid GPU and CPU parallel com-
puting method to accelerate the Range Migration Algorithm (RMA), which processed
201 x 320 x 320 data 15 times faster than the CPU-only method and 2 times faster than the
GPU-only method. Previous works have shown that the powerful parallel computing capa-
bility of GPUs significantly improves the processing efficiency of SAR imaging. However,
most studies focus on other SAR imaging modalities rather than CSAR. With the increase
in dimensionality and changes in application scenarios, it is still an important challenge to
fully optimize the CSAR imaging algorithms on the GPU platform.
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Figure 1. Comparison of single-precision floating-point computing power between NVIDIA GPUs
and Intel CPUs.

RMA is commonly used for 3D CSAR imaging due to its ability to effectively elimi-
nate distance migration with low computational complexity and minimal approximation
errors [17-20]. The main stages of this algorithm include 2D Fourier transform (FT), phase
compensation, 1D inverse FT, 2D interpolation, and 3D inverse FI. The direct porting of
RMA makes it hard to effectively improve the real-time performance due to the significant
differences in architecture and programming models of CPU and GPU. Therefore, this paper
optimizes the GPU implementation based on the detailed analysis of each stage of the 3D
cylindrical RMA.

Operations involving the FTs and inverse FTs can be efficiently implemented using
the cuFFT library provided by Computational Unified Device Architecture (CUDA). In
the phase-compensation stage, high-speed shared memory is employed to accelerate the
Hadamard product instead of global memory with the highest latency. Two-dimensional
interpolation constitutes the most computationally intensive stage of RMA due to its high



Electronics 2025, 14, 2073

30f15

computational complexity and logic-intensive operations required for reconstructing a
uniform 2D wave-number domain. To address this, this paper adopts the concentric-square-
grid (CSG) interpolation with low computational complexity [21], which transforms the
conventional 2D traversal interpolation into two independent 1D interpolations. A key
challenge in the GPU implementation of the CSG method is how to efficiently determine the
position intervals of the points to be interpolated. A binary search is introduced to enhance
search efficiency by halving the search range at each iteration. Furthermore, the proposed
method leverages the partition independence of the grid distribution of CSG, allowing
the 360° data to be divided into four CUDA streams for parallel processing to improve
interpolation efficiency. In this way, the proposed method optimizes the 3D cylindrical
RMA by improving memory access, interpolation interval search, and parallel processing.
Tested on a hardware setup comprising a 13th Gen Intel® Core™ i9-13900K CPU and
NVIDIA GeForce RTX 4090 GPU, the proposed method achieves 3D CSAR imaging of
1682 x 1682 x 128 (azimuth x distance x height) points in 0.794 s for the echo data of
1440 x 100 x 128 (angle x frequency x height) points, which indicates an acceleration
ratio of 35.09 compared to the CPU implementation and 5.97 compared to the conventional
GPU implementation.

2. Three-Dimensional Cylindrical RMA

The 3D cylindrical imaging scene is shown in Figure 2. The height of the antenna
array is L, scanning circularly with radius R. 6 € [—7, 7] denotes the azimuth of antenna
rotation at a given moment. Let the position coordinates of any sample of the antenna
array be (x/, y’,z’) = (Rcosf,Rsin6, z,) , where R and 6 are the radius and angle of the
sampled antenna in the polar coordinate system. A scattering point on the target is denoted
as (x,,z) = (rcos ¢, rsin ¢,z), where r and ¢ are the radius and angle of the target point
E in the polar coordinate system.

The received reflected echo signal can be expressed as [22-24]:

9 k, Z /// X, y/ e ]2k\/ Rcos 6—x)*+(Rsin 0—y)*+(z/ —z)* dxdydz 1)
XY,z

where 0 (x,y,z) corresponds to the backscattering coefficient, ¢ is the speed of light, and
k = w/c is the wave number.

In order to realize the digital processing, discrete sampling is required for the angle,
frequency, and height dimensions of the continuous echo signal.

0p=m-A0 m=0,1,..., M
fu=n-Af n=01,...,N (2)
z;,:p-Az p=0,1,...,P

where A0, Af, Az denote the sampling intervals for the three dimensions and M, N, P
denote the numbers of sampling points for the three dimensions The echo corresponds to
the m-th angle, n-th frequency, and the p-th height s(6,,, ks, z ) can be rewritten as:

~1V—-1P— ) s 60 2t (2 —2p)2
Gm,kn,z 2 2 Z xur]/v/Zp ]2kn\/(RC059m xu)?+(Rsin 0 —yo)?2+(2p—2p) . @)

where U, V,P denote the numbers of points in the azimuth, as well as the distance and
height dimensions of the scene of interest, and k, = 27, /c denotes the wave number at
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the n-th frequency. Based on Equation (3), the details of 3D cylindrical RMA are shown in
Algorithm 1.

Algorithm 1: Three-dimensional cylindrical RMA

Input:
The echo matrix § € CM*NXP ig formed by collecting the observations s(6,,, ky, z;,) in
three dimensions, where M, N, and P, respectively, denote the numbers of points in the
angle, frequency, and height dimensions of the echo matrix.

S(GO/le/ZE)) e S(90/ knlzi')_l)
S(:, kn,:) = (4)
S(QM—lrkn/ZE)) e S(QM—ll knlzi)fl)
Output:
The imaging matrix Q € CUXVXP wwhere U, V, and P, respectively, denote the numbers

of points in the angle, frequency, and height dimensions of the image matrix.
1: Two-dimensional FT: convert time-domain data to wave-number domain along the
height and angle dimensions.

S1(:,ky,:) = FTG/Z/{S(:,kn,:)} (5)

2: Phase compensation: correct phase deviations due to the motion of the radar platform
and the position of the target.

SZ(:,kn,:) = Sl(:rknli) ®¢(:,k1’11:) (6)
(P(GO/kn,ZE]) . (60, kan,p,l)
Plkn) = z ; )
()b(GM—l/kn,ZE)) e ()b(GM_l,kn,kn,Zi_)_l)
kz(mﬂ) _kgm +kg,, T+kg,, arcsin kky?m

4)(9m,kn,z;,) =e

where ©® denotes the Hadamard product, the operation of multiplying two matrices or

np) (8)

vectors of the same dimension element by element, and ky, , kZ;], Ke(np) = [4k2 — kg/
§ p

denote the wave-number components corresponding to the m-th angle, p-th height,
and radial dimension in the polar coordinate system [25].
3: Angular-dimensional inverse FT: take the inverse FT along the angle dimension.

S3(: ku,:) = IFTy, {Sa(:, kn,2) } 9)

4: Two-dimensional interpolation: turn the non-uniform wave-number domain to the
uniform wave-number domain.

S4(:, 1, kz,) = interpy, , {53(:, ; kzp)}
s4 (FIZXO/FIEyolkZp) e S4 (FIEXO/FIEyv_llkZp) (10)

S4(ka_1/ky0/kZp) T S4(ka_1/kyv_1/kZp)

where ky, k, denote the wave-number components corresponding to the azimuth and
distance dimensions, interpy, i, {-} denotes the interpolation function for the distance

and azimuth dimensions, and ky, and %yv denote the uniformly sampled wave
numbers corresponding to the u-th distance and the v-th azimuth.
5. Three-dimensional inverse FT: take the 3D inverse FT to achieve the imaging matrix.

Q= IFT%x}y,kz{sAl} (11)
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Position at target point E :
(x,y,z) =(rcos@,rsing@,z)

Array antenna sampling location :
(x,y,z")=(RcosO,Rsin0,z")

Figure 2. The model of the 3D cylindrical imaging system.

3. The Implementation on GPU

Based on Algorithm 1, it can be observed that the 3D cylindrical RMA primarily
consists of the operations of FTs, inverse FTs, the Hadamard product, and 2D interpolation.
The flow of the proposed method is shown in Figure 3. The red arrows represent the GPU
implementations of the indicated algorithmic stages.

CPU

original echo.§ l imaging data Q I

s, Angular- s, 2DCSG | Si [3D inverse
dimensional i i
| interpolation FT

S S
Data copy 2D FT
- inverse FT

stream 1:radial zero-padding, |)

radial interpolation ,
distance interpolation

stream 2: radial zero-padding,
radial interpolation ,

azimuth interpolation data
partitioning stream 3: radial zero-paddi stitching

radial interpolation ,
distance interpolation

stream 4:radial zero-padding,
radial interpolation ,
azimuth interpolation )

GPU
Figure 3. A flowchart of the proposed GPU implementation of the 3D cylindrical RMA algorithm.

3.1. Fourier Transform

As shown in Figure 3, FTs and inverse FTs are required in several stages. Among the
available libraries for FT, the cuFFT library is specifically optimized for GPU architectures,
exploiting their massive parallelism to significantly achieve lower execution times com-
pared to CPU-based libraries such as FFTW. Furthermore, the cuFFT library offers seamless
integration with the CUDA programming environment, ensuring efficient memory man-
agement and minimal overhead. These advantages make the cuFFT library the optimal
choice for implementing the Fourier transform stage.

3.2. Phase Compensation

The phase-compensation stage in CUDA is implemented as the Hadamard product,
which is highly parallelizable and well suited for GPU-based execution. Conventionally,
the Hadamard product is operated in global memory. However, global memory is the
memory with the highest latency and lowest access speed, potentially leading to significant
performance bottlenecks. Shared memory offers a latency reduction of approximately 20
to 30 times [26,27], making it much more efficient for memory-intensive operations. By
utilizing shared memory within the kernel function, the phase-compensation stage can be
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optimized to improve memory access speed and reduce latency. The detailed operations
are shown in Algorithm 2.

Algorithm 2: Phase compensation

Input: the array after 2D FT Sy, the array of phase-compensation terms ¢.
Output: the array after phase compensation Sy.

1: id = blockDim.x x blockld.x + threadldx.x < the global thread index
extern __ shared __ float2 temp|| < the array stored in shared memory
float2 *shareda = temp
float2 *sharedb = temp[blockDim.x]
if id > N then

temp|threadldx.x] = 0.0
else
shareda[threadldx.x] = S;]id]
shareda(threadldx.x] = ¢p[id|
end if
: __ syncthread(); <— synchronizing all threads in the block
: Splid] = shareda[threadldx.x] x sharedb|[threadldx.x] <— copying data from the shared
memory to the global memory
13: return S,

_= e
N = O

3.3. Two-Dimensional CSG Interpolation

The 2D interpolation stage exploits the CSG method [21], which transforms tradi-
tional 2D interpolation into two independent 1D interpolations. This method reduces
computational complexity without compromising imaging accuracy and makes it easy to
implement parallelization on GPU platforms.The principle of CSG interpolation is shown
in Figure 4. The original wave-number domain is divided into four intervals along the
square diagonal, as shown in Figure 4a. Radial interpolation and distance interpolation are
applied to the data in intervals 1 and 3, while radial interpolation and azimuth interpolation
are performed on the data in intervals 2 and 4.
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Figure 4. Wave-number distribution for a given height dimension in the CSG method. (a) Initial
wave number; (b) interpolated wave number.

In the GPU-based implementation of CSG interpolation, a key challenge is the large
number of interval-search operations required for interpolation tasks. The interval search
determines the position interval of points to be interpolated, which are sequentially ar-
ranged in a fixed and static order. This distribution satisfies the prerequisite condition for
binary search, an efficient approach for locating data points. Taking radial interpolation as
an example, let the initial radial position array be listed as k,,,n € [0,1,...,N — 1], and the

uniform radial position array as Fl;l, 1€[0,1,...,L—1], where N and L denote the lengths
of the arrays. The linear search and binary search are shown in Figure 5, where finding
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the corresponding position in k, for kL /4 is taken as an example, where N and L are even
numbers and ky/4 < kp/a < knjatr-

|fN—l

(@)

left mid right

(b)

Figure 5. Interval-search methods. (a) Linear search; (b) binary search.

As shown in Figure 5a, linear search involves each element in the array k; being
sequentially compared with each two adjacent elements in the array k, to determine the
interval where a specific element from k;. Therefore, the time complexity is O(N x L).
Leveraging the parallelism capability of GPU, the comparisons for each element in array
k; can be executed concurrently across multiple threads, reducing the time complexity
to O(N). Although the steps of binary search are more tedious than the conventional
method, it halves the search range with each iteration until the target interval is located,
which reduces the time complexity to O(log, N) [28,29]. The pseudo-code is shown in
Algorithm 3. From Figure 6, it can be seen that the larger the size of the interpolated data,
the better the performance of binary search.
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Algorithm 3: Binary search

Input: the initial position array k, the array of phase-compensation terms k.
Output: the interval array R.
1: id = blockDim.x x blockld.x + threadldx.x < the global thread index

2: left =1; right = N — 14— N, the length of k
3: while left < right do
4:  mid = (left + right) /2
5 if IN(id > kmid&&f(id < k,;,;; then
6: return Ry
7. elseifk;; > k,,;; then
8: left<—mid + 1
9: else
10: right<—mid — 1 shareda[threadldx.x] = ¢p|id]
11: end if
12: end while
13: return 0
140
m—— |inear search
120 - = hinary search i
O(N)
100
e
=
S eof
=
P
)
oL 60
C
40
O(log, N)
20 1
0 ; . ; . ; .
0 20 40 60 80 100 120 140

Length of the array
Figure 6. Time-complexity curves of linear search and binary search.

Since the processing of the four groups of data divided based on the partition inde-
pendence of the grid distribution of CSG is independent of each other, it is well suited
for parallel execution. To maximize GPU computational efficiency, the CUDA streaming
technique is utilized to assign each group of data to a separate stream, as shown in Figure 7.
The upper dashed line shows the conventional interpolation method without the speci-
fied streams, while the lower dashed line shows the parallel execution of four streams.
Four groups of data divided along the diagonal of the CGS grid are bound to indepen-
dent CUDA streams to realize coarse-grained pipeline parallelism. Within each stream,
CUDA events are used to ensure the sequential execution of kernel functions, including
radial zero-padding, radial interpolation, and 1D interpolation (the distance or azimuth
interpolation). Meanwhile, the inter-stream asynchronous feature is utilized to realize the
parallel processing of the four groups of data. A global synchronization point, established
via cudaStreamSynchronize, ensures that all streams complete their tasks before the four
groups of data are stitched together for 3D inverse FT to obtain the final imaging.
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Figure 7. Schematic of CUDA stream interpolation parallel processing.

4. Experimental Results and Analysis

In this section, experiments are conducted to validate the performance of the pro-
posed GPU implementation and to check the imaging differences with the CPU and the
conventional GPU implementation. The experimental hardware platforms are 13th Gen
Intel® Core™i9-13900K CPU and NVIDIA GeForce RTX 4090 GPU. The experimental
software platforms are MATLAB R2024b, Windows Visual Studio 2022 and CUDA 12.4.
The parameters of the simulation experiment are enumerated in Table 1 and the detailed
implementation of the three methods is shown in Table 2. The single-point simulation exper-
imental imaging results of the CPU implementation and the proposed GPU implementation
are shown in Figures 8 and 9.

Table 1. The parameters of the simulation experiment.

Parameter Parameter Symbol Value
Working frequency range f 30-35 GHz
Frequency-dimension points N 100
Angle-dimension points M 1440
Height-dimension points P 128
Frequency-dimension sampling interval Af 50 MHz
Angle-dimension sampling interval A6 0.25°
Height-dimension sampling interval Az 0.005 m

Table 2. Detailed implementation of three methods.

Method FT Phase Compensation 2D Interpolation
. The CPU FFTW / CSG method

implementation
The conventional

GPU implementation cuFFT global memory traversal method

The proposed GPU C.S.G n.nethod "
. . cuFFT shared memory partitioning parallel
implementation ;
processing

Figure 8 shows the front, top, and side views of two imaging results obtained from the
CPU implementation and the proposed GPU implementation, which are clearly shown and
have no obvious differences when observed with the human eye. In order to further confirm
the correctness of the proposed GPU-implemented imaging data, the above imaging results
are profiled in azimuth, distance, and height dimensions in Figure 9. As shown in Table 3,
the imaging quality metrics of the proposed GPU implementation, including peak-side
lobe ratio (PSLR), integrated-side lobe ratio (ISLR), and impulse response width (IRW),
remain essentially the same as with those of the CPU implementation.
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Figure 8. Imaging results comparison. (a—c) are the front, top, and side views obtained by the CPU im-
plementation; (d—f) are the front, top, and side views obtained by the proposed GPU implementation.
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Figure 9. Imaging profiles for each scenario. (a) azimuth-dimension profile; (b) distance-dimension

profile; (c) height-dimension profile.
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Table 3. Quality metrics comparison of the simulation experiment.
Method
Dimension Metrics
CPU Implementation GPU Implementation

PSLR (dB) —11.0104 —11.0071

Azimuth dimension ISLR (dB) —10.9234 —10.9199
IRW (m) 0.1662 0.1663

PSLR (dB) —12.3573 —12.3564

Distance dimension  ISLR (dB) —11.0849 —11.0705
IRW (m) 0.0968 0.0967

PSLR (dB) —11.0305 —11.0273

Height dimension  ISLR (dB) —9.9241 —9.9198
IRW (m) 0.1666 0.1663

height dimension (m)

height dimension (m)

The actual imaging experiments of the CPU and the proposed GPU implementation
are performed, where the parameters are the same as those of the simulation experiment.
The experimental results are shown in Figure 10. The imaging quality metrics, includ-
ing structural similarity index (§SIM) and peak signal-to-noise ratio (PSNR), are shown
in Table 4. It can be determined that the proposed GPU implementation is capable of
correct imaging.

05 04 03 02 01 0 01 02 03 04 05
distance dimension (m)

(@)

05 04 03 02 01 0 01 02 03 04 05
distance dimension (m)

(d)

distance dimension (m)

05 -04 03 -02 01 0 01 02 03 04 05

distance dimension (m)

05 04 03 02 01 0 01 02 03 04 05
azimuth dimension (m)

(e)

azimuth dimension (m)

(b)

height dimension (m)

05 -04 03 -02 01 0 01 02 03 04 05

azimuth dimension (m)

height dimension (m)

(0)

azimuth dimension (m)

(f)

Figure 10. Imaging results of the actual experiment. (a—c) are the front, top, and side views obtained

by the CPU implementation; (d—f) are the front, top, and side views obtained by the proposed

GPU implementation.

Table 4. Imaging quality metrics of the actual experiment.

Value Front View Top View Side View
PSNR (dB) 37.97 37.55 38.21
SSIM 0.909 0.922 0.914

The comparison of the execution time of each for three methods is shown in Figure 11.
The total time is specified from the beginning of parameter setting, reading echo data, to the
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successful construction of the imaging matrix. The computation time of the GPU-CUDA
platform is much smaller than that of the CPU-MATLAB platform, both for the whole
process and for each stage. The proposed GPU implementation achieves an acceleration
ratio of 35.09 compared to the CPU implementation and 5.97 compared to the conventional
GPU implementation. It can be seen that the proposed method can significantly improve
imaging efficiency.

To further evaluate the acceleration performance of the proposed GPU implementa-
tion, the acceleration ratio is tested for processing the echo data with different frequency-
dimension points. As shown in Figure 11e, the maximum time-consuming stage of RMA is
2D interpolation. N, the number of the frequency-dimension points which can affect the
calculation of 2D interpolation and thus change the size of the imaging matrix, is changed
to 25,50, 75, 100 and 110. The results obtained by processing the echo data with different
numbers of frequency-dimension points are shown in Figure 12. When N is less than 50,
the acceleration ratio of the proposed GPU implementation over the CPU implementation
decreases with the increase in the number of points. When N is greater than 50, the ac-
celeration ratio of the proposed GPU implementation against the CPU implementation
stabilizes at around 35. The speedup ratio of the proposed GPU implementation over the
conventional GPU implementation increases with the increase in the number of points, but
the increase is not significant. Therefore, when the data size increases, the speedup of the
proposed method over CPU and conventional GPU stabilizes.

e : 1.859 1 16.791
1.184 218 ~16
.E 16 ? 14
! % £
= 2 =
2z g 3
& 08 g 1 5 10
E 2o 8,
04 Soe K] 3.807
: 04 E 4
02 0.102 0.097 £, 0.085 0.057 2, 0.523
o . . 0 — — N
CPU the conventional GPU  the proposed GPU CPU the conventional GPU  the proposed GPU CPU the conventional GPU  the proposed GPU
() (b) ()
0 27859 14.76% 12.21%
717%
- 20
z
@
Ei
S
4.743
5 65.86%
0.794 . . .
0 m time of FFT = time of phase compensation
CPU the conventional GPU  the proposed GPU time of 2D CGS interpolation = the else operations
(d) (e)

Figure 11. Comparison of time consumption of each stage for three methods. (a) The FT stage; (b) the
phase-compensation stage; (c) the 2D interpolation stage; (d) the total time; (e) the percentage of each
stage of the proposed GPU.
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Figure 12. Acceleration ratios by different frequency-dimension points.

To quantify the contribution of an optimization technique to the overall performance
of the proposed GPU implementation, an ablation study is conducted. Binary search and
CUDA stream are optimization techniques based on CSG interpolation, so the ablation
experiments for these two techniques need to be conducted based on CSG interpolation.
As shown in Table 5, the CGS interpolation contributes the most to the performance
improvement of the algorithm, where stream parallelism in the CSG optimization technique
leads to better performance improvement.

Table 5. Time consumption of individual optimizations.

Optimization Techniques Time (s)
the proposed GPU implementation 0.794
CSG method + binary search + CUDA stream 0.821
Shared memory 4.706
Shared memory + CSG method 1.737
Shared memory + CSG method + binary search 1.492
Shared memory + CSG method + CUDA stream 0.902

5. Conclusions

This paper presents a comprehensive analysis of the 3D cylindrical RMA and its hard-
ware acceleration with GPU on the CUDA platform. The proposed method exploits four
CUDA streams for the parallel execution of the CSG method and employs binary search to
improve interval search, significantly reducing computational complexity. Additionally,
shared memory is utilized to accelerate the Hadamard product, cutting time consumption
during the phase-compensation stage. Tested on a hardware setup comprising a 13th Gen
Intel® Core® i9-13900K CPU and NVIDIA GeForce RTX 4090 GPU, the proposed method
achieves CSAR imaging in 0.794 s in data of 1440 x 100 x 128. It is 35.09 times faster
compared to CPU implementation and 5.97 times faster than the conventional GPU imple-
mentation. This conclusively demonstrates that the proposed method achieves substantial
performance improvements over both CPU and conventional GPU implementations at this
configuration, validating its effectiveness for real-time 3D CSAR imaging. When the data
size increases to a certain threshold, the acceleration achieved by the proposed method
tends to stabilize when compared to the CPU and conventional GPU implementations.
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